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Abstract

Direct search methods are the means of choice when dealing with optimization
problems where the objective (or goal) functions are hidden in a black box. Under
such conditions the optimization strategy can only send queries to the black box and
receives quality signals (objective function values) the reliability of which might be
disturbed by noise. There is a plethora of such methods and the question arises which
of these are the best for a specific problem. This question can be tackled from diffe-
rent perspectives and with different methods. On the one hand side, there are theore-
tical investigations dealing with the performance on simplest test functions. Such an
analysis based on the dynamical systems approach is presented for the Simultaneous
Perturbation Stochastic Approximation (SPSA) strategy using the sphere model. The
results are compared with three variants of Evolution Strategies (ESs). On the other
hand, there are empirical evaluations based on well crafted testbeds. The second part
is devoted to the Black Box Optimization Benchmarking framework. After a short
introduction, exemplary results are provided for several strategies considering noise-
free and noisy test functions. Furthermore, the performance on the sphere model is
discussed.

1 Introduction

Given the increase in computational power during the last decade, one is able to model and
simulate large and complex problems like traffic scheduling problems, the behavior of an
aircraft under different flow conditions, and bio-chemical processes amongst others. As a
consequence, the optimization of such models is the logical next step. However, the opti-
mization problems arising from these models are often characterized by non-availability
of derivatives of the control (or design) variables. Making things even more complex, the
models and the values of the objective functions might be corrupted by noise. Gradient-
based optimization strategies will usually fail in such situations. Therefore, one rather
needs strategies which send (“intelligent”) queries to the model and adapt the decision
parameters according to the information contained in the received quality signal (objecti-
ve function value). This form of optimization is referred to as black box optimization and
frequently occurs in engineering sciences in terms of simulation optimization and robust
design optimization.

Optimization strategies which fit above description are also referred to as direct search

strategies. While all these strategies use objective function values only (in contrast to
gradient-based methods), they yet rely on different concepts which can be subdivided
into evolutionary, derivative approximating, and response surface modeling approaches.
For a more comprehensive introduction one is referred to [1].
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The problem practitioners face is to select the best method for their application from the
plethora of available methods. In most cases the application of interest exhibits only a
restricted set of function properties like multi-modality, noise, or separability amongst
others. Thus, if one knows these properties one can select the appropriate optimization
strategy from a set of possible strategies. This assumes one has information about the
performance of these strategies w.r.t. the function properties. This is the main motivation
for comparing (direct search) strategies.

Such a comparison can be done on a theoretical level and on an experimental level. In the
latter one defines a set of different test functions which feature function properties of inte-
rest. Such a setup is usually called a benchmark set. There exist different benchmarks each
concerned with a specific area of interest, e.g. for multi-objective optimization algorithms
[2], dynamic and uncertain environments [3], large scale optimization [4], constrained
optimization [5], and real-parameter optimization [6, 7]. Note, these benchmarks are not
fully equivalent to black box optimization since the test functions are known a priori. This
cannot be easily avoided since this information is needed to run the benchmark on the con-
testants’ machines. Furthermore, using this knowledge allows the algorithm designers to
draw their own conclusions regarding the performance of the optimization strategy eva-
luated. The drawback of such an approach is, however, that in principle one can adapt the
parameters of the optimization strategy to the test functions. This is, of course, not desira-
ble. Therefore, using the identity of the test function for tuning the optimization strategy
parameters (e.g., population sizes, mutation rates, shrinking factors, etc.) is highly discou-
raged by the benchmark designers. In Section 3 the setup of the Black Box Optimization
Benchmark (BBOB) [7] will be described in more detail. This benchmark was used during
the Genetic and Evolutionary Computation Conferences in 2009 and 2010.

In general, using a (well-defined) benchmark allows one to compare different optimizati-
on strategies over a broad range of test functions w.r.t. the experimental setup used. This
should provide an indication on the performance for real-world problems. While experi-
mental results can be used to obtain guidelines for the strategy specific parameters, the
more profound way is the theoretical analysis of the dynamic behavior. A method for such
an analysis will be presented in Section 2. Further, if theoretical results for several strate-
gies exist, one can compare the dynamic behaviors. This might help to identify promising
concepts for algorithm design. However, the obtained results are usually only valid for a
certain function class and can not be transferred easily to other function classes. This is
one reason why progress in this line of research proceeds gradually.

In the remainder of this work an approach for theoretical analysis of strategies will be
presented in Section 2. Recently obtained results for the Simultaneous Perturbation Sto-
chastic Approximation (SPSA) algorithm will be presented and compared with respective
results for different Evolution Strategies from literature. In Section 3 the BBOB setup will
be described in more detail and some exemplary results for the strategies considered in
Section 2 will be shown.

2 Theoretical Analysis

In this work we are interested in the dynamical behavior of the algorithms to infer conclu-
sions w.r.t. the approximate optimal setting of the strategy parameters. A prerequisite for
such an analysis is that the function class of interest can be specified by simple analytical
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expressions (e.g., linear functions, quadratic forms). On the other hand, if one is inte-
rested in general convergence behavior only, other approaches do exist. These methods
yield upper and/or lower performance bounds in terms of order notations. However, order
notations do hide constants. As a consequence, it is rather difficult or even impossible to
draw guidelines w.r.t. optimal choice of strategy parameters from this kind of analysis.

The approach considered in this work is to first analyze the optimization strategy of in-
terest and later on to perform a comparison with other results available. This is different
to the work presented in [8]. There Random Search, SPSA, Evolution Strategies, Gene-
tic Algorithms, and Simulated Annealing were compared based on existing theoretical
results for the respective convergence rate. The work showed the challenges involved of
attaining comparable results from different analysis approaches.

2.1 Analysis Concept: Dynamical Systems Approach

The dynamical system approach considers the optimization strategy as a physical process
and the test function as the physical environment. As in physics, one has to identify the
forces driving the system and the governing equations of motion. In the case of Evolution
Strategies (ESs) one has to consider the mapping

{P(g), s(g), f
(

x(g)
)

} 7→ {P(g+1), s(g+1), f
(

x(g+1)
)

},

where P contains the population of object parameters (to be optimized), s contains the
strategy parameters, f(x) is the test (objective) function value (fitness), and g is the itera-
tion counter. From mathematical point of view, this mapping is a memoryless stochastic
process (inhomogeneous Markovian process). One way to analyze such a mapping is to
model the Markovian process by determining the necessary probability and transition
densities and to solve the corresponding Chapman-Kolmogorov equations. Apart from
the problem of analytical tractability of the integral equations, the resulting densities are
hard to interpret and yield therefore no insight w.r.t. the strategy parameter settings.

Another way is to look at the change of certain measures related to the algorithm’s op-
timization performance which can be derived from the Chapman-Kolmogorov equation.
Such performance measures can concern the change in the fitness space (fitness gain),
the change in the search space (progress rate), or the change of certain strategy parame-
ters, e.g. the mutation strength in the case of simple ESs. These measures will be called
local measures to emphasize that they describe the change in one iteration. Further, the
measures represent expected changes. The resulting dynamics are described by difference
equations. For example,

q(g) := E
[

f
(

x(g)
)

− f
(

x(g+1)
)]

is the fitness gain for a minimization problem (q > 0 indicate progress towards the opti-
mizer). The calculation of the local measures is still a demanding task. Therefore, one is
aiming at asymptotically exact local measures depending on the strategy and test function
parameters. That is, these measures are considered for infinite search space dimensiona-
lity N → ∞. Technically, this is done by neglecting terms with higher order of N in the
denominator. A pleasant side effect is that often the variance of the local measure tends
to vanish and one can replace the stochastic system by a deterministic one. However,
due to the N → ∞ assumption, the derived expressions are not exact for finite N and
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must be regarded as approximations. To check the approximation quality for medium and
small search space dimensionalities, simulation experiments must be performed. In most
cases, the approximation quality is rather good (i.e., only marginal differences between
predicted and observed behavior) for N ≥ 30. For smaller search space dimensionalities,
the approximation still predicts the correct qualitative behavior, but the difference in the
quantitative behavior is not negligible anymore.

Once q(g) = h
(

P(g), s(g), f
(

x(g)
))

is determined one can extract the dynamic properties.
For example in the case of the fitness gain q, one can determine convergence criteria by
requiring q > 0, or in the case of noisy optimization one can determine the noise strength
σǫ until which progress can be achieved. From these results one will be able to derive
guidelines for the choice of the strategy parameters.

As known from similitude concept and dimensional analysis in engineering sciences, in-
troducing normalizations can simplify and unify results. Therefore, the progress measures
are usually presented in normalized form, indicated by a superscripted star “∗”. It turns out
that these progress quantities often approach a steady state after a certain transient time:
In the case of the fitness gain, this can be written as q∗,(g) = q∗,(g+1) = q∗ for g > g0 where
g ≤ g0 is called transition phase. Such a steady state allows one easily to determine the
long term dynamic behavior. One can simply iterate the steady state local measure or one
can transform the difference equation into a differential equation. With the latter method
an analytical solution for the long term dynamic behavior can be determined, however, in
some cases a closed form solution of the integrals involved exists only in special cases.

Concerning noisy optimization, the analyzed noise models can be written as

f̃ (x) = f (x) + σǫ (x)N (0, 1),

where f̃ (x) is the observed noisy fitness, f (x) is the true (undisturbed) fitness, σǫ (x)
is the noise strength, and N (0, 1) is a standard normally distributed random variate. The
two most common noise models are:

• The additive noise model σǫ = const., where the noise strength is independent of
the current search point.

• The multiplicative noise model σ∗ǫ = const., where the normalized noise strength is
constant and the noise strength depends on the current search point. In most cases
the noise strength vanishes at the optimizer.

Both noise models can be analyzed with the described analysis approach without much
effort. In most cases, the noise-free case is obtained as special case of the more general
noisy case. In contrast, the analysis of SPSA in [9] was only valid for noisy functions and
the noise-free case could not be derived from the noisy results. An additional analysis [10]
was necessary to determine the noise-free convergence behavior. Note, in the mentioned
analyses the aim was to determine the convergence for the general case, i.e., the test
function(s) considered must satisfy certain conditions and the results obtained are stated
in order notation.

An analysis approach based on the dynamic systems theory applied to ES was first publis-
hed in [11]. Since then the approach was successfully applied to the sphere model [12],
ridge functions [13], general quadratic functions [14], and ill-conditioned functions [15].
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Amongst others one was able to determine the dynamics of the mutation strength for self-
adaptation strategies [16] and investigate the effects of different noise distributions [17].
There exist also analyses which derive N-dependent formulas for the local measures [16].

2.2 Results for SPSA

Recently, above procedure was applied to Simultaneous Perturbation Stochastic Approxi-
mation (SPSA) [18] in connection with the sphere model. The aim was to find out whether
this strategy – which is not an ES – can be analyzed with such an approach and how the
results obtained compare with available results of other methods.

Before stating the results obtained and comparing them with ESs, the basic concept of
SPSAwill be introduced. SPSAwas developed in [9] and belongs to the class of stochastic
gradient approximation strategies. The gradient itself is approximated by evaluating trial
points and using the difference in the respective fitness. The early variants of suchmethods
used N + 1 or 2N function evaluations per iteration to approximate the gradient. The
novelty of SPSA is that only 2 function evaluations per iteration are necessary independent
of the search space dimensionality. This was achieved by using random directions ∆ for
the creation of the trial points. In Alg. 1 the pseudo code for the basic variant is shown.
The strategy parameters of SPSA are: Initial update step size a0, α as rate for the decrease

Algorithm 1 Simultaneous Perturbation Stochastic Approximation
1: initialize x1

2: initialize a0 and c0

3: choose α, γ, and A
4: for g := 1 to gmax do

5: cg = c0g
−γ

6: choose random perturbation vector ∆
7: f+

g = f(xg + cg∆) ⊲ evaluate trial points
8: f−g = f(xg − cg∆)

9: gg =
f+

g − f−g
2cg

∆−1 ⊲ gradient approximation

10: ag = a0(g + A)−α

11: xg+1 = xg − aggg ⊲ update of the current solution
12: check termination criteria
13: end for

of the update step size ag, constant A to allow for larger update step sizes, initial test
step size c0, and the decrease rate γ for the test step size cg. Guidelines for the settings
of these parameters can be found in [19]. The perturbation vector ∆ is usually drawn
from the symmetric±1 Bernoulli distribution. This distribution satisfies the conditions of
zero mean, finite variance, symmetry, and finite inverse moments required by the analysis
in [9]. See [20] for discussions on other possible distributions. Note, for the Bernoulli
distribution ∆ = ∆−1, where

∆−1 :=
(

∆−1
1 , ∆−1

2 , . . . , ∆−1
N

)T
.

Additionally, given that g represents a (noisy) gradient approximation, one can resam-
ple the steps 6–9 W -times per iteration and use the respective g-average as gradient
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approximation for the update of the solution. Note, each gradient approximation sam-
ple uses different perturbation vectors ∆ (which are i.i.d.), but the same test step si-
ze cg. More information on SPSA can be found in [21] and on the web site http:
//www.jhuapl.edu/spsa/.

Applying the steps of the analysis approach (for the technical details refer to [18]) yields

q
N→∞
= 4agR

2
(

1− ag

W
(N + W − 1)

)

− a2
gNσ̃2

ǫ

4Wc2
g

, (1)

where R is the distance to the optimizer and σ̃ǫ is the overall variance of the noisy in-
fluences. For the noise models considered one obtains σ̃ǫ =

√
2σǫ. Note, in the case of

the noise model with σ∗ǫ = σǫ
N

2R2 = const. the noise strength itself depends only on the
current search point xg and not on the evaluated points xg ± cg∆g. This assumption is
exact for N →∞ and simplifies the math involved.

To not duplicate the work in [18], only some of the results will be presented here. The
first question of interest is how the derived results compare with the results from other
theoretical analyses. The first step is to obtain the long term dynamic behavior from (1).
Assuming this behavior is described by

df

dg
≈ −q

a solution to this ordinary differential equation is searched for. With the initial condition
f (x1) = fstart the asymptotic behavior g →∞ yields

| log(f(xg))| ∼ g1−α, for α 6= 1, (2)

| log(f(xg))| ∼ log(g), for α = 1 (3)

for the sphere model. In [10] the respective result for the noise-free sphere model is stated
as

lim
g→∞

1

g
log |f(xg))| = β (4)

where β < 0 is a small constant depending on ag. Further the proof assumes cg and ag

to be constant, f three-times continuously differentiable w.r.t. x with bounded derivatives
up to order three in any bounded domain, and the optimizer xopt to be unique. Comparing
(2) and (3) with (4) one can draw the conclusion that for α = 0 both statements agree.
The advantage of the dynamical systems approach is that also the dynamic behavior for
α > 0 was obtained. Overall, for the noise-free sphere using α = 0 yields the best
convergence behavior. The convergence rates in (2) and (3) hold also for the noisy sphere
model, however, with additional restrictions. First, only the special cases α = 1, A = 0
(Eq. 3) and α = 0, γ = 0 (Eq. 2) could be derived since for other cases no closed form
solution of the integrals involved exist. Secondly, for σǫ = const. and α = 0 the optimizer
will not be reached and SPSA will stagnate within a certain distance (residual location

error). From literature the general convergence rate of SPSA for noisy optimization reads

g
β

2 (xg − xopt)
dist.−−→ N (µ,Σ) as g →∞, (5)

under the conditions given in [21]. While (5) applies to a broader function class than
the sphere model, the fastest convergence rate obtained is g1/3, whereas it is g with the
dynamical systems approach. Of course, the latter result holds only for the sphere model.
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Another important aspect is the approximate optimal choice for ag. This can be derived
by trying to find the ag which maximizes q, Eq. (1). The following step size sequences
were obtained

ag =
W

2(N + W − 1)
, for σǫ = 0, (6)

ag =
4WR2

8R2(N + W − 1) + N
(

σǫ

cg

)2 , for σǫ = const., (7)

ag =
W

2(N + W − 1) + R2

N

(

σ∗ǫ
cg

)2 , for σ∗ǫ = const. (8)

From (6) one confirms that the optimal steps size is constant and only depends on the
search space dimensionality N and the number W of gradient approximations per ite-
ration step. For the noisy cases, both sequences (7) and (8) need information which are
not accessible by optimization strategies (basically the distance R to the optimizer). Ne-
vertheless, the following conclusions can be drawn: For the case with constant standard
deviation noise σǫ = const. the steps size should decrease with R, whereas the opposite
is the case for the fitness proportional noise model σ∗ǫ = const.

2.3 Comparison with Evolution Strategies

In this part we are interested in comparing the results from the previous section with
respective results of different ESs. First, the ESs variants will be presented: the (µ/µI , λ)-
ES [12], the (λ)opt-ES [22] and the Evolutionary Gradient Search (EGS) [23].

Algorithm 2 Basic steps for (µ/µI , λ)-ES and (λ)opt-ES. In the case of (µ/µI , λ)-ES

w1...µ = 1/µ and wµ+1...λ = 0 applies. For the (λ)opt-ES wl =
e0,1
l−1,λ

κ
, l = 1, . . . , λ applies.

1: Initialize σ, x(0), and w1...λ

2: Set g = 0
3: repeat

4: for l := 1 to λ do

5: zl := N (0, I)
6: fl := f

(

x(g) + σzl

)

7: end for

8: sort fl

9: 〈z〉 := 0

10: for l := 1 to λ do

11: 〈z〉 = 〈z〉+ wlzl;λ

12: end for

13: x(g+1) := x(g) + σ〈z〉
14: adapt mutation strength σ
15: g := g + 1
16: until termination criteria are fulfilled

The (µ/µI , λ)-ES is an ES where λ offspring will be created in each step and the best
µ (µ < λ) offspring will be selected for recombination. The creation (also called mutation
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step) will be achieved by adding σN (0, I) to the current search point x. The parameter
σ is called mutation strength and N (0, I) is a multi-variate standard normally distributed
vector. Selection will be done w.r.t. the fitness values, To express the ordering the order
notation

f1;λ ≤ f2;λ ≤ . . . ≤ fλ;λ

is frequently used. Note, all problems considered are minimization problems. In the re-
combination step the centroid of the µ selected offspring will be determined. See Alg. 2
for the pseudo code.

The weighted recombination strategy (λ)opt-ES is quite similar except all offspring will
be considered for recombination. Each offspring will be weighted w.r.t. the fitness rank.
In [22], the optimal weights for the sphere were determined as

wl =
e0,1

l−1,λ

κ
for l = 1, . . . , λ,

where e0,1
l−1,λ is a special case of the general progress coefficient, an integral constant defi-

ned in [12], and κ is a rescaling factor. The latter is set to κ = 1 for noise-free optimization
and κ > 1 for noisy optimization. The same weights were found to be optimal also for
a subset of positive definite quadratic forms [24], the parabolic ridge [13], and the cigar
function [25]. See Alg. 2 for the basic steps performed by the strategy.

The EGS is an exception since it is not an ES-type strategy. It is much closer to SPSA. As
in SPSA, an even number 2λ of symmetric trial points will be evaluated and the difference
in the fitnesses will be used to approximate the gradient. However, the creation of the trial
points and the scheme for approximating the gradient differ from SPSA. Similar to the ES
algorithms, EGS uses the mutation strength σ and the creation of the trial points is similar
to the scheme used in (µ/µI , λ)-ES and (λ)opt-ES. Note, in EGS the strategy needs 2λ
function evaluations per step. The (µ/µI , λ)-ES and (λ)opt-ES use λ evaluations per step.

Algorithm 3 Basic steps for Evolutionary Gradient Search.

1: Initialize σ and x(0)

2: Set g = 0 and κ
3: repeat

4: for l := 1 to λ do

5: zl := N (0, I)
6: f̃±l := f

(

x(g) ± σzl

)

7: end for

8: z(avg) :=
∑λ

l=1

(

f−l − f+
l

)

zl

9: z(prog) :=
√

N
κ

z
(avg)

‖z(avg)‖
10: x(g+1) := x(g) + σz(prog)

11: adapt mutation strength σ
12: g := g + 1
13: until termination criteria are fulfilled

For all three strategies the adaptation of the mutation strength is vital to the performance.
There exist different methods, however, for the theoretical comparison an ideal adapta-
tion scheme will be assumed. This scheme is characterized by σ∗ = σN

R
being constant
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Algorithm Fitness Gain q∗ opt. step size (σǫ = 0)

(µ/µ, λ)-ES cµ/µI ,λ
σ∗

2

√

σ∗2 + σ∗2ǫ

− σ∗
2

2µ
µcµ/µI ,λ

EGS
1

κ

[

σ∗
2

√

λ

σ∗2 + σ∗2ǫ /2
− σ∗

2

2κ

]

κ
√

λ

(λ)opt-ES
Wλ

κ

(

σ∗
2

√

σ∗2 + σ∗2ǫ

− σ∗
2

2κ

)

κ

SPSA 2Nag −
a2

g

W

(

2N(N + W − 1) +
R2σ∗

2

ǫ

c2
g

)

1

2N
(W = 1)

Table 1: Overview of the normalized fitness gain q∗ = q N
2R2 for the sphere model. The optimal

step size (σ∗ and ag, respectively) column applies for the noise-free case. Note, the term Wλ for

the (λ)opt-ES is defined as Wλ =
∑λ

l=1 w2
l .

throughout the optimization process. Therefore, the comparison will be based on optimal
results and no effects of the applied mutation strength adaptation will be considered.

2.4 Efficiency Comparison

In a first attempt one can compare the respective fitness gains with each other. This is
done in Table 1 where additionally the optimal step sizes for the noise-free case are given.
Further, for the ES variants and EGS the progress rate ϕ = E

[

R(g+1) −R(g)
]

has been
used instead of the fitness gain. However, the normalized progress rate and the normalized
fitness gain are identical for the sphere as N →∞.

The fitness gain does not account for how many function evaluation are used per iteration
step. To this end, the fitness efficiency has been introduced which is defined as

ν =
q∗

#FEs
, (9)

where #FEs denotes the number of function evaluations per step. In Fig. 1 the efficien-
cy curves for the noise-free sphere model are displayed. In the case of SPSA, W = 1
was used since it yields the highest efficiency. Increasing W reduces the efficiency ν.
In comparison, the efficiency of EGS does not depend on the number of trial points λ
used. As one can observe, the best efficiency is achieved by the (λ)opt-ES which reaches
ν = 1/2 for λ → ∞. Thus, the (λ)opt-ES can achieve twice the efficiency than the next
best strategies (EGS, SPSA) considered. For the (µ/µ, λ)-ES the efficiency depends on
the truncation ratio ϑ = µ/λ which was determined to be optimal at ϑ ≈ 0.27. The
respective optimal efficiency is ν ≈ 0.202.

In the case of the sphere with constant normalized noise σ∗ǫ = const., the comparison
is more involved. First, from Table 1 one can infer that the effect of the noise appears
in a different term for SPSA. For the three other considered algorithms, the noise affects
the gain term of the fitness gain. This term contributes positively to the overall fitness
gain and it is reduced due to the noise. Further, using the normalization yields fitness gain
expressions which only dependent on the noise strength σ∗ǫ and the strategy parameters
(e.g., population sizes µ and λ or the rescaling factor κ). For SPSA the noise affects
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Figure 1: Efficiency curves for the noise free sphere model.

the loss term (the one having the a2
g factor) which reduces the overall fitness gain and

it is increased by σǫ > 0. Moreover, the resulting normalized fitness gain still depends
on the search space dimensionality N and more importantly on the current distance to
the optimizer R. Hence, the efficiency is not constant during the optimization process.
This is illustrated in the left plot of Fig. 2 where the efficiency as a function of the noise
strength is shown. All strategies use their respective optimal step size for the given noise
strength and it is assumed that the strategy parameters are constant. In the case of SPSA,
the efficiency curve can only be shown w.r.t. search space dimensionality N and current
distance to the optimizer R. If one compares both SPSA curves (black curves with square
markers), one observes that the efficiency is reduced if the strategy is farther away form
the optimizer. One can adjust the behavior by the choice of cg, however, this shows that
SPSA is rather sensitive w.r.t. the strategy parameter choice and that information about
the fitness landscape or the noise model are needed to make an appropriate choice. Similar
curves will be obtained for different sets of the parameters. For the other strategies, the
efficiency can be increased by either increasing the rescaling factor κ (EGS, (λ)opt-ES) or
increasing the population size λ with simultaneously holding the selection ratio ϑ constant
((µ/µ, λ)-ES). Note, the shown results were obtained for the sphere with N → ∞ and
there seems to be no bound on the value of κ or the population size. Note, however,
investigations which consider N-dependent fitness gain expressions showed that these
bound do exist [26, 27]. Overall, the most robust choice seems to be the (µ/µ, λ)-ES,
especially for large noise strengths (which is usually not known a priori).

In the case of the sphere with constant noise σǫ = const. the efficiency ν can not be
used as a measure for comparison. The three ESs (including EGS) will always achieve
a residual location error, where the strategy stagnates and no more progress is possible.
In the case of SPSA, using the optimal step size (7) for this noise model one can always
reach the optimizer under the assumption g →∞. However, a similar problem as for the
constant normalized noise model appears, namely the change in the efficiency during the
optimization run. In this case a high-efficient strategy far away from the optimizer (noise
almost negligible) will turn into a low-efficient strategy close to the optimizer (strong
noisy influence). For comparison purposes one can use SPSA with constant step size ag
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Figure 2: Efficiency curves for the noisy sphere model (left plot) and Residual Location Error for
the sphere model with constant noise and search space dimensionality N = 10 (right plot). In the
right plot, the curve for the (3/3I , 10)-ES is almost identical to the one for the EGS with κ = 1.

Algorithm Residual Location Error fmin max. σ∗ǫ

(µ/µ, λ)-ES
Nσǫ

4µcµ/µI ,λ

2µcµ/µI ,λ

EGS
Nσǫ

4κ
√

2λ
2κ
√

2λ

(λ)opt-ES
Nσǫ

4κ
2κ

SPSA
agNσ2

ǫ

8c2
g (W − ag(N + W − 1))

cg

R

√

2N

ag
[W − ag (N + W − 1)]

Table 2: Residual location error (measured as the expected fitness difference to the optimum) and
maximal normalized noise strength σ∗ǫ until which progress can be achieved for the strategies
considered.

(6). In that case one also exhibits a residual location error. Such a scenario can happen
in practice if the noise strength is small compared to the fitness at the initial point. Using
several function evaluations one might not be able to detect the noise.

For all strategies the attained residual location error depends on the strategy parameters
and the noise strength σǫ. In the case of SPSA it additionally depends on the search space
dimensionality N . In the right plot of Fig. 2 the different curves are shown. One can
observe that the increase for SPSA is the strongest which is due to the residual location
error being a function of the square of the noise strength. For all other strategies the noise
strength influences the residual location error linearly. From the right plot in Fig. 2 it
appears that the (µ/µ, λ)-ES is the most robust one w.r.t. the noise strength. As before,
the result were derived for a sphere with N →∞, which neglects effects of the rescaling
factor κ and the population sizes. In the case of the ESs-type strategies also σ∗ ≤ 1 was
assumed. As a summary, the residual location errors and the maximal normalized noise
strengths are listed in Table 2 for all strategies.
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3 Experimental Analysis

In the previous section profound knowledge about the dynamic behavior has been presen-
ted. However, the results are restricted to the sphere model and can not be extrapolated
easily to other function classes. Still, one is interested how SPSA (or any other optimiza-
tion strategy of interest) compares with other strategies on more complex test functions.
Empirical comparisons are the means of choice. Such a comparison will be based on a
set of test functions and the respective performance (evaluation) criteria. Recently, such
a benchmark suite was designed for the evaluation of strategies in a black box setting.
In the following the setup and the performance criteria for the Black Box Optimization
Benchmark (BBOB) will be reviewed.

3.1 The BBOB Setup and Evaluation Criteria

Since this will be a summary, only some aspects of the BBOB setup will be considered.
For the complete documentation one is referred to http://coco.gforge.inria.
fr/doku.php?id=bbob-2010 where the up-to-date documents can be obtained.
Additionally, one is referred to [28]. Note, the BBOB is an ongoing effort and therefore
changes in the setup can occur over time.

The aim of the proposed setup is to analyze and to increase the knowledge of the opti-
mization strategies benchmarked. The results obtained should further help to improve the
strategies. The intent behind the selection of the test functions is to reflect a rather diffi-
cult portion of the problems encountered in practice to a certain extent. The BBOB itself
comprises two testbeds, a noise-free one with 24 test functions and a noisy setup with 10
test functions and 3 noise models (30 functions altogether). In the noise-free benchmark
the test functions are divided into five categories: separable (5 functions), low or moderate
conditioning (4), high conditioning and unimodal (5), multi-modal with adequate global
structure (5), and multi-modal with weak global structure (5). In the noisy benchmark
three categories exist: moderate noise (2), severe noise (5), and highly multi-modal with
severe noise (3). All test functions are scalable with the search space dimensionality N .

In the “Gaussian Noise” model, the noise is multiplicative and drawn from a log-normal
distribution. The “Uniform Noise” model is also multiplicative and the noise is drawn
from a uniform distribution. In comparison with “Gaussian Noise” it is more severe and
the noise strength increases with decreasing function value. The last model is “Cauchy
Noise” which is an additive noise model where the noise is drawn from a Cauchy dis-
tribution which is modeled as ratio of two independent standard normal distributions.
Moreover, the noise acts only with a certain frequency (i.e., not all function evaluations
will be noisy). Note, these models differ from the ones used in the theoretical analysis.
For all test functions in the noisy testbed the function value observed by the algorithm
is created in the following way: First the true function value f will be determined whe-
re f ≥ 0 for all test functions by definition. Afterwards the respective noise model will
be applied yielding the noisy function value f̃ . All noise models were designed to yield
f̃ ≥ 01. Further, if f < 10−8 the true function value will be returned, i.e., f̃ = f . The
last step will be the addition of a penalty value (if necessary) and a shift of the function
value w.r.t. the current optimal function value fopt. The conditions f̃ + fopt ≥ fopt and

1In case ftarget is not reached an additional value of 1.01 ∗ 10−8 is added to f̃ .
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f < 10−8 ⇒ f̃ = f were necessary to allow for testing whether the strategy reached the
target function value ftarget = fopt + 10−8. Normally, in noisy optimization the observed
function value can not be used as termination criterion since it will be a random value.
Instead a utility function must be defined (e.g., the expected value) and used as quality
criterion. However, optimization strategies do not always optimize for a utility value and
different strategies might have different utility targets. Therefore, using a “utility-free”
setup allows to compare strategies independently of their implicitly build-in or explicitly
defined utility function. Above conditions allow for such a utility-free setup and – most
importantly – enables one to use the same evaluation methods as in the noise-free testbed.

For both testbeds, the search domain is [−5, 5]N while all functions can be evaluated wi-
thin RN . The search space dimensionalities of interest are N = (2, 3, 5, 10, 20, 40). The
location of the optimizer is for most functions drawn uniformly from the [−4, 4]N box.
The function value of the optimizer is sampled from a truncated Cauchy distribution wi-
thin [−1000, 1000] bounds. The input to the test function is transformed for some test
functions. The transformations include linear transformations (e.g. rotation) which gene-
rate non-separable test functions and nonlinear transformations which break symmetries
and introduce irregularities. A boundary penalty is applied if the current search point is
outside the search domain for some test functions to possibly guide the strategy back
towards the search domain.

An important aspect of any benchmark suite is the choice of the performance criteria.
There seems to be two different viewpoints for this choice. One can base the performance
on a fixed function evaluation budget or on a given target function value. While the former
is (probably) closer to real-world situations, the latter allows for a quantitative comparison
of algorithms: Instead of stating “A is better than B” one can state “A is x-times better than
B” measured in the number of function evaluations needed to reach a given target function
value2. Note, independent from the performance measure each strategy will always have
termination criteria based on the function value and the function evaluation budget. In the
BBOB design a prominent performance criterion is the expected running time (ERT). It
estimates the expected number of function evaluations to reach a given target function
value (assuming infinite time horizon) and is defined as

ERT =
1− ps

ps
RTus + RTs, (10)

where RTs is the average number of function evaluations in a successful run, RTus is
the average number of function evaluations in a unsuccessful run (i.e., the function bud-
get), and ps is the success probability. A successful run is defined as a run where ftarget

is reached. ERT is a well-interpretable measure which yields quantitatively comparable
measurements. See [29, 7] for a derivation of ERT3 and a theoretical comparison with a
similar performance measure.

To have sufficient data for the computation of ERT, 15 trials are performed for each test
function and each search space dimensionality. In each trial the location of the optimizer
and the shift in the fitness space are drawn anew. The same holds for the linear search
space transformation. In order to take into account user performed strategy parameter

2If two algorithms attain different target levels for a given function evaluation budget, no interpretation
can be given w.r.t. the observed difference.

3It is denoted as SP2 in the reference.
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tuning, the crafting effort [7]

CrE = −
K
∑

k=1

nk

n
log

(nk

n

)

was used as a measure. If for all n =
∑K

k=1 nk test functions the same strategy parameter
setting was used CrE = 0. If K > 1 different strategy parameter settings were used, with
nk being the number of test functions to which parameter setting k = 1, . . . , K was app-
lied. In such cases one obtains CrE > 0. The calculated ERT value of the strategy will be
multiplied by exp (CrE) to account for the parameter tuning. The standard BBOB plot for
the ERT-values (similar to Fig. 5) shows the scaling w.r.t. the search space dimensionality
for a single algorithm and a single test function.

Using the experimental data as basis for a simulated run, one is able to estimate a disper-
sion measure for ERT. With bootstrapping [30], i.e., sampling with replacement repea-
tedly from the experimental data until a run is drawn which achieves the desired target
function value, one can estimate the empirical cumulative distribution function (ECDF)
of ERT. The ECDF can also be seen as the empirical cumulated probability of success
for an event. In the here considered framework, such an event occurs when a horizontal
line (fixed target value) in the convergence plot (function value vs. number of function
evaluations) intersects the convergence curve. Thus, one can condense the empirical data
into a single curve by considering several convergence curves, e.g. for different trials, dif-
ferent test functions, or search space dimensionalities. Moreover, considering more than
one target value yields ultimately curves which depict the performance of the strategy on
the complete testbed over a range of target values. The standard BBOB plots display the
ECDF curves for several test functions w.r.t. a target value and also w.r.t. a given function
budget4 for a single search space dimensionality. Note, the ECDF is closely related to the
proposed data and performance profiles in [31].

For the second BBOB workshop the arsenal of available plots was extended to include
plots for direct comparison between two or many strategies. However, the performance
criteria remained the same. One is referred to above mentioned web site for more infor-
mation.

3.2 Examples

In the following, some example figures from the BBOB framework will be presented.
The strategies of interest will be those from Section 2. They have been implemented
with their respective standard parameter settings, however, in each strategy the number
of function evaluations per iteration step is increased if a restart is performed. For all
strategies CrE = 0 holds. For the ES-type strategies (including EGS) the cumulative
step length adaptation method (CSA) [32] was used for the adaptation of the mutation
strength. The same mutation strength adaptation procedure is used in the state-of-the-art
covariance matrix adaptation (CMA-ES) [33]. A function evaluation budget of 104 × N
is used by all strategies. Note, each strategy has also a second order version where either
a covariance matrix (ES) or the Hessian matrix (SPSA) will be estimated. See [33, 34] for
more information.

4The same procedure is easily extend by using a vertical line (fixed number of function evaluations) in
the convergence plot.
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In Fig. 3 the ECDF of the bootstrapped ERT for N = 10 is shown for the test function
subgroups of the noise-free testbed. In each plot the y-axis shows the percentage of the
reached target values for the considered test functions. For example, in the top left plot a
value of 1 on the y-axis means that all target values (50 for each test function) for all test
functions (24) were reached by the algorithm. The ’x’-markers in the plots indicate the
maximal number of function evaluations used in the experiments. The data right of the
marker is obtained by the bootstrapping. Additionally to the results of the four strategies
considered, the best obtained result for each target value from BBOB 2009 is displayed.
Note, the curves show compressed information, meaning one can not determine which
target value on which test functions was reached from these plots. The conclusion one can
draw are that CSA-EGS has the best overall performance (of the considered strategies),
however, if one is interested in a certain subgroup this changes. For example, for the test
functions with moderate condition number the (λ)opt-CSA-ES is the best. One can also
draw a conclusion w.r.t. the used parameter setup. In case of SPSA, the used strategy
parameters perform well on separable functions and multi-modal functions with a weak
global structure, but for functions with moderate conditioning and multi-modal functions
with adequate global structure the chosen setup seems not to be a good choice. Similar
conclusions can be drawn for the other strategies. In Fig. 4 the ECDF is shown for the
noisy testbed. There the performance of the ES-type strategies (including EGS) is quite
similar in all plots. The performance of SPSA is always worse compared with the other
strategies. In Fig. 5 the ERT on the sphere model (with and without noise) is displayed
for all search space dimensionalities and a target function value of ftarget = 10−8. The
ordinate values represent log10

(

ERT
N

)

. These type of plots allow to obtain information
about a specific target function value on a specific test function. For the noise-free sphere
(top left) the performance of the strategies are quite similar and for the strategies with CSA
one can observe that the performance is better for higher search space dimensionalities.
In case of SPSA, the performance is best for N = 5. The theoretical analysis (N → ∞)
predicted that the (λ)opt-ES is the best strategy which is confirmed by the experimental
analysis for N ≥ 20. However, the experimental results are influenced by the use of the
non-optimal step sizes. For the noisy sphere models, SPSA reaches ftarget = 10−8 only
for N ∈ {2, 3} in two of three noise models. The curves with the gray-scaled markers
indicate the maximal number of function evaluation used in the experiments. All other
strategies reach the target value for all search space dimensionalities and all noise models,
and exhibit a similar performance.

4 Conclusions and Outlook

The analyses presented showed what kind of information can be gained by theoretical
and empirical investigations, respectively. For the former, one obtains information as to
the choice of the strategy parameters and the convergence properties in an idealized set-
ting for simple test function classes. However, the results can not be easily transferred to
other test functions of interest. From empirical investigations one obtains the performan-
ce for a set of (arbitrary) test functions. One can further draw conclusions on the chosen
parameter setting, (e.g., satisfactory or not), however, no information on how to choo-
se (better) parameters is obtained. This shows that both type of analysis can be seen as
complementary to each other.

The theoretical analysis proceeds rather gradually due to the math involved. Yet, this ana-
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Figure 3: Empirical cumulative distribution of the bootstrapped distribution of ERT over dimen-
sion for 50 targets in 10[−8..2] for all functions and subgroups for N = 10. The best ever line
corresponds to the algorithms from BBOB 2009 with the best ERT for each of the targets consi-
dered.
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Figure 4: Empirical cumulative distribution of the bootstrapped distribution of ERT over dimen-
sion for 50 targets in 10[−8..2] for all functions and subgroups for N = 10. The best ever line
corresponds to the algorithms from BBOB 2009 with the best ERT for each of the targets consi-
dered.
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Figure 5: Scaling graphs giving the decimal logarithm of ERT divided by dimension versus di-
mension for the target function value 10−8.
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lysis has not only its merits in providing functional dependencies between performance
and strategy parameters, it also provides a deeper insight into the working mechanisms of
the optimization algorithms investigated. This opens the possiblity of feedback to the al-
gorithms design based on first principles. While the set of test functions analyzed steadily
increases, the effort for the respectiv performance analysis is rather high. This makes the
decision as to what kind of test functions should be analyzed next a crucial step. The same
holds for the choice of the optimization strategies to be investigated. Of course, one would
like to analyze more complex strategies (e.g. CMA-ES) and other types of direct search
methods (e.g. response surface techniques). It is still unclear whether these strategies can
be treated by the presented approach.

For empirical analyses, the challenge is to improve the benchmark framework. While one
is clearly interested in an accepted standard benchmark, one must avoid overfitting. Thus,
if an algorithm performs well on the benchmark it should perform well on similar pro-
blems not included in the benchmark. This also raises the principal question whether the
functions in the testbed do qualitatively represent the optimization behavior of typical
real-world optimization problems. Do the test scenarios and noise models currently im-
plemented in the BBOB really reflect the needs and performance criteria practitioners are
interested in? And does it make sense to look at a 10−8 precision at all?
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